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Probability

• We adopt here a Bayesian view: probability is just a 

degree of certainty about a statement.

• An experiment is any action that can have a set of 

possible results where the actually occurring result 

cannot be predicted with certainty prior to the action.

• The set Ω of all outcomes of an experiment is known as 

the outcome space or sample space.

• A well-balanced coin toss gives Ω={H,T}, and the inherent 

symmetries of the experiment leads to P(H)=P(T)=0.5



Axioms of probability

• A probability space consists of the triplet {Ω, F, P}, a 

sample space, a class of events, and a function that 

assigns a probability to each event in F following:

• From these, it is easy to show, for generic events C and D, 

that:



Conditional Probabilities

• A far from trivial concept in probability:

• The formula above can be read as “probability of A given 

B (i.e. knowing that B occurred)”.

• E.g., rolling a dice, and with A={1,2,3}, implies P(A)=1/2. 

The probability of an even outcome (B={2,4,6}) is again 

1/2, but P(A ∩ B) is 1/6. Then, P(A|B) = 1/3.   



Bayes’ Theorem

• Due to Thomas Bayes, but recognized earlier by James 

Bernoulli and Abraham de Moivre, and later fully 

explicated by Pierre Simon de Laplace.

 

P(A|B) = P(B|A) P(A) / P(B)

Thomas Bayes

James Bernouille

Abraham de Moivre

Pierre Simon de Laplace



Bayes’ Theorem

P(A|B) = P(B|A) P(A) / P(B)

• P(A|B): the posterior, or the probability of the model 

parameters given the data: this is the result we want to 

compute.

• P(B|A): the likelihood, the same function, but with a different 

meaning, used in the frequentist approach.

• P(A): the model prior, which encodes what we knew about the 

model prior to the application of the data.

• P(B): the data probability or evidence, in most cases just a 

normalization factor.  

It is intriguing that most of the debate between “frequentists” vs “Bayesians” 

is not due to the mathematics of the theorem but to its philosophical 

meaning, i.e. the basis of Bayesian inference.



Basic definitions and some 

useful “frequentist” concepts 



















































































Bayesian 

Inference



•For example, if a disease is related to age, then, using Bayes’ 

theorem, a person’s age can be used to more accurately assess the 

probability that they have the disease, compared to the assessment 

of the probability of disease made without knowledge of the 

person’s age.

•Bayes’ Theorem brings in the concept of ‘subjectivity’ or ‘the degree 

of belief’ into hard statistical modelings. Bayes’ rule is the only 

mechanism that can be used to gradually update the probability of 

an event as the evidence or data is gathered sequentially.



Bayes Theorem Example

• Given a disease, D, with a prevalence 10%, 

• And a test, T, with a sensitivity 95% and specificity 

85%.

• What is the probability that subjects who test positive 

for D really have D?

• p(D=1) = 0.1 “prevalence”

• p(T=1 | D=1) = 0.95 “sensitivity”

• p(T=0 | D=0) = 0.85 “specificity”



Information Criteria

• This could be a very large topic strictly related to 

hypothesis testing.

• In a Bayesian scenario everything we can know given 

the data and the prior information is stated by the 

Bayes’ Theorem:

• And which is to be favored between two (ore more…) 

models M

1

 and M

2

 is computed by the “odd ratio”:



Information Criteria

• The posterior probability for model M can be computed by 

the posterior distribution of the parameters after having 

marginalized (i.e. integrated) over the parameter space.

• This is a very sophisticated approach but, often, 

computationally hard to apply. There are simpler tools, 

although with limitations and assumptions.

• The BIC (Bayesian Information Criterion) assumes 

Gaussian posterior PDF, and becomes:

• L

0

(M) is the maximum of the likelihood, k is the 

number of model parameters and N is the number of 

data point.



Information Criteria

• Another frequently applied criterion is the Akaike 

Information Criterion (AIC):

• The AIC is a simple approach based on an asymptotic 

approximation.

• When multiple models are compared, the one with 

the smallest AIC or BIC is the best model to select. If 

the models are equally successful in describing the 

data (they have the same value of L

0

(M), then the 

model with fewer free parameters wins.



Jupyter notebook exercises:

1. FundamentalStatistics

2. Bayes



Posterior PDF Analysis

• As soon as the number of parameters grows, direct exploration of 

the posterior PDF becomes impractical.

• One needs sampling tools. The most widely used is the Markov 

Chain Monte Carlo (MCMC), yet there are several alternatives.

• Let’s then assume to have our posterior PDF as:

• In general we might want to estimate an integral as:

• e.g. for marginalization g(θ)=1, average g(θ)=θ, credible intervals, 

etc.



Markov Chain Monte Carlo

• When a direct evaluation of an integral, numerically or analytically, 

is impossible a Monte Carlo approach is often feasible. 

• Let’s generate M values of the parameter set uniformly sampled 

within the integration volume Vθ. The integral turns out to be: 

• The algorithm works, but it is very inefficient in particular for 

high-dimensional integral.

• MCMC methods return a sample of points, or chain, from the 

k-dimensional parameter space, with a distribution that is 

asymptotically proportional to p(θ). 



Markov Chain Monte Carlo

• With such a chain the integral becomes:

• E.g., to estimate the expectation value for θ
 

(i.e., g(θ) = θ), we simply 

take the mean value of all θ
 

in the chain. 

• A Markov chain is a sequence of random variables where a given 

value depends only on its preceding value. Given the present value, 

past and future values are independent. 

• The process generating such a chain is called the Markov process.



Markov Chain Monte Carlo

• The process generating such a chain is called the Markov process 

and can be described as: 

p(θ
i+1

|{θ
i 

}) = p(θ
i+1

|θ
i 

), 

• To reach an equilibrium, or stationary, distribution of positions, it is 

necessary that the transition probability be symmetric: 

p(θ
i+1

|θ
i 

) = p(θ
i 

|θ
i+1

). 

•There are various algorithms for producing Markov chains that 

reach some prescribed equilibrium distribution, p(θ). 

•Interactive demo: https://chi-feng.github.io/mcmc-demo/

https://chi-feng.github.io/mcmc-demo/


Jupyter notebook (optional) homework:

1. FreqBayes 

2. FreqBayes2

3. FreqBayes3

4. FreqBayes4

5. FreqBayes5

• Please follow them carefully. They are going 
to give a feeling about Bayesian inference 
better than many textbook!  
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